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W R I T T E N  F O R  T H E  C H I E F  I N N O V A T I O N  O F F I C E R

Ideas got cheap.
Proving one works
did not.
AI collapsed the cost of generating concepts and left every other constraint exactly where it was. The
pipeline is full, the pilots are many, and almost none of them reach a customer or a P&L line. This is
what changed, what you are measured on, and where f/cx.ai plugs in.

Six challenges that decide whether innovation survives AI ADOPTION × CUSTOMER EXPERIENCE

Where innovation actually leaks in 2026 intent on the left of every pair, capability on the right INTENT CAPABILITY IN PLACE

Intend to deploy AI agents 60%+ Raised AI investment this year 80%

Have actually deployed them 17% Link AI to financial reporting 11%

Expect autonomous
orchestration 82% Name AI a critical goal 70%

Can measure agentic AI live 31% Ready to scale AI at all 30%

Read it as one sentence. Appetite and funding are settled; conversion is not. The scarce thing in an innovation portfolio is no longer the idea or the budget — it is evidence
agreed in advance, a gate that can say no early, and a measure the CFO will accept afterward. That is a design and decision problem, which is the work f/cx.ai does.
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95%
of generative AI pilots
show no measurable
P&L return

MIT ’25

40%+
of agentic AI projects
canceled by end of
2027

GARTNER ’26

17%
have actually deployed
AI agents to date

GARTNER ’26

60%+
intend to deploy them
inside two years

GARTNER ’26

31%
have a measurement
framework for agentic
AI

ADOBE ’26

11%
of CEOs link AI impact
to financial reporting

EY ’26
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01 Pilot purgatory

95% of generative AI pilots produce no
measurable return, and Gartner expects over
40% of agentic AI projects to be canceled by the
end of 2027 on cost, unclear value, or weak risk
controls.

COST The graveyard has your name on it, not the
sponsor's.

02 Killing ideas is the job now

AI made concepts nearly free, so the constraint
moved downstream. Across one enterprise
portfolio, over 100 candidate use cases were
credible — the top five carried 50–70% of the
value.

COST A portfolio spread thin enough that nothing
reaches escape velocity.

03
Readiness, not ideas, is the
blocker

Fewer than half report adequate data quality and
access for AI, and only 30% are ready to scale it.
Knowledge, retrieval, and integration debt surface
after the commitment, not before.

COST A launch stopped weeks out because the
knowledge was never fixed.

04
Innovation that never reaches a
customer

17% have deployed AI agents while 60%+ intend
to, and 82% of CX leaders expect autonomous
orchestration of the experience within three years.
Internal wins do not count here.

COST A demo reel instead of a change in the
customer path.

05
Governance arrives as a stop
sign

61% name executive misunderstanding of AI as
the leading cause of misalignment. Risk and legal
enter at launch rather than at design, so the gate
becomes a veto instead of a criterion.

COST Months of build discarded at the last approval in
the sequence.

06 Proving that it paid

Only 31% can measure agentic AI once live, and
just 11% of CEOs link AI impact to financial
reporting — while 80% raised AI investment this
year and expect an answer.

COST Innovation defunded first, because it is the
easiest line to cut.



T H E  S C O R E C A R D  ·  W H E R E  F / C X . A I  P L U G S  I N

What the CINO has to deliver again in 2027 FIVE BOOKS, ONE COMPOSITE

Innovation used to be judged on the pipeline. It is now judged on conversion — what reached a customer, what it moved, and what
was stopped early enough to be cheap. These are the measures the board reads together, and the constraint that breaks each
one.

Portfolio

BREAKS WHEN

Nothing is ever stopped, so
everything is funded at parity.

Velocity

BREAKS WHEN

Speed is measured on
activity rather than on
decisions reached.

Conversion

BREAKS WHEN

A pilot is declared a success
while the old process still
runs beside it.

Value realized

BREAKS WHEN

The measurement frame is
designed after the build
instead of before it.

Trust & risk

BREAKS WHEN

Risk is consulted at launch,
so the gate becomes a veto
rather than a criterion.

On the board slide
THE FOUR THAT DECIDE THE YEAR

01

Pilot-to-production
what actually reached a
customer

02

Revenue from the new
offerings that did not exist
before

03

Cost per validated
learning
what it costs to find out

04

Return on CX (RoX)
on assumptions finance
accepts

What f/cx.ai does about each one CHALLENGE → ENGAGEMENT → ARTIFACT YOU KEEP

Pilot purgatory
Many pilots, no conversion

CX Innovation Lab & Experience
Prototyping

Too many credible ideas
Prioritization by opinion

CX Strategy & Operating Model Design

Readiness is the blocker
Debt found after commitment

CX AI Readiness & Opportunity
Assessment

Never reaches a customer
Demos, not deployments

Agentic Service Design & Deployment Plan

Governance as a stop sign
Risk consulted at launch

CX Governance, Trust & Enablement Proving that it paid
Measurement designed too late

Fractional CX Leadership

Four ways a CINO starts START WHERE THE DECISION IS

How it sequences every move ends in a decision, and nothing advances without one TIMING SET BY SCOPE AND COMPLEXITY
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BOOK 01

Revenue from offerings
launched recently

Pipeline value by horizon

Balance across H1, H2, and
H3

Kill rate and not-this
discipline

BOOK 02

Concept to working
prototype

Time to first real customer
test

Cost per validated learning

Decisions closed per gate

BOOK 03

Pilot-to-production rate

Share of pilots reaching a
customer

Adoption on the floor after
launch

Legacy retired, not just
added to

BOOK 04

Incremental revenue and
margin

Cost removed, not
redistributed

Return on CX (RoX)

Payback on the innovation
budget

BOOK 05

Evaluation gate pass rate

Red-team and eval-set
coverage

AI incidents in the
customer path

Sign-off secured before
build

03

Concept to working prototype to a real customer
test, ending in scale, iterate, or stop every cycle.

One funded direction, decision rights that hold, and
a written not-this list with a named owner.

Data, knowledge, and platform audit, plus a ranked
backlog with a modeled return on each line.

What AI resolves, what it must never touch, and the
escalation that carries full context to a person.

Guardrails with enforcement and named owners,
evaluation sets, and red-team evidence before
build.

The roadmap carried between board meetings,
and the quarterly story told in revenue, cost, and
risk.

04

Executive
Briefing WORKING SESSION

Not a presentation. One honest baseline
for what AI can and cannot do across
your experience, and a ranked shortlist
the room built itself.

Innovation
Sprint Cycle REPEATED CYCLES

Concept to working prototype to a real
customer test, with a scale, iterate, or
stop decision at the end of every cycle.

Readiness
Assessment FIXED SCOPE

Contact drivers, journey mapping, and a
data and knowledge audit, ending in a
ranked use-case backlog with a modeled
return on each line.

Fractional CX
Advisor EMBEDDED

Senior CX and AI direction in the room at
the moment decisions are made, without
a full-time hire or an agency bench
underneath it.

START HERE

Evidenced baseline
What is true today, with the value leak sized

in behavior rather than sentiment.

GATE 01

Criteria before build
What the prototype has to prove, agreed and

written down before anyone builds it.

GATE 02

Scale, iterate, or stop
Tested with real customers against the

criteria set first. Wrong ideas die cheaply.

OUTCOME

Board-ready roadmap
Gated sequence, investment by workstream,
and a measurement frame agreed up front.



T H E  I P  T O O L K I T  ·  W H A T  T H E  C I N O  G A I N S

The ToolKit: 21 modules, one experience graph PROPRIETARY F/CX.AI IP

Twenty-one working decision-intelligence modules that move an engagement from nobody agrees what is true to a gated roadmap a
board can fund. Not a deck — live models your team operates in the room, that change answers when an input changes, and that stay
with your people when we release.

01 Diagnose

What is actually true. The baseline nobody
argues with.

YOU LEAVE WITH

A ranked value-leak list, each item traced
to its evidence.

02 Design

What we intend instead. Options tested
before the expensive commitment.

YOU LEAVE WITH

A designed AI handoff, including the
failure path — and the concepts that did
not survive.

03 Decide

What we will and will not do. The phase
clients skip.

YOU LEAVE WITH

A weighted ranking you set the weights
for, and a not-this list with an owner.

04 Deliver

What the board can fund. Sequence, gate,
measure, hand over.

YOU LEAVE WITH

A gated roadmap, a measurement frame
agreed before anything is built, and the
model itself.

Four modules to ask for by name BUILT FOR THE CINO SEAT

Experience Optimizer DESIGN

One idea, every credible way to build it, and the evidence
for each — select the variants worth a prototype sprint.

A good idea stops being one person's conviction.

CONCEPTS → VARIANTS → SPRINT

Capabilities Ranker DECIDE

Every candidate scored on the same five criteria with the
weights visible. Move a weight and the ranking re-sorts in
front of the room.

The weights are the strategy. The list is arithmetic.
FUNDING LINE

Experience Rationalization DECIDE

Every initiative scored against the same alignment criteria
— customer, business, and technology — so the portfolio is
argued on evidence rather than enthusiasm.

A not-this list that actually holds.

CUST BIZ TECH

FUND

FUND

HOLD

STOP

Customer Experience Roadmap DELIVER

The sequence, the decision gates, and the dependencies
— a roadmap the board can fund and the organization can
execute in order.

The artifact clients circulate most.
◆ = DECISION GATE

What the CINO gains EIGHT OUTCOMES, NOT EIGHT DELIVERABLES

S T A R T  T H E  C O N V E R S A T I O N

innovate@fractionalcx.ai
Begin with an executive briefing: your leadership team in the room, an
honest baseline, and a ranked shortlist you keep whether or not we
work together.

FractionalCX.ai LLC
1301 Sansome Street, 2nd Floor
San Francisco, California 94111

fractionalcx.ai

f/cx.ai is a customer experience design and innovation agency for the AI era, working with enterprise organizations to design, prototype, and prove the journeys, service models, and AI agents their customers actually move through. Market
figures cited are drawn from published industry research (Gartner 2026 agentic AI and CMO Spend research; MIT 2025 generative AI pilot study; Adobe 2026 AI and Digital Trends; Genesys 2026 State of Customer Experience; EY 2026 CEO
Outlook) and are shown for context, not as a projection for any one organization. Engagement timing is set by scope and complexity and confirmed at scoping. ToolKit module outputs shown in any f/cx.ai material are illustrative and are not any
named client's results.
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Experiences Dashboard — Summary

Experiences Dashboard — Active

Persona Manager
Touchpoint Mapper

Segmentation Profiler

Sentiment Analysis
Voice of the Customer

Journey Orchestrator

Journey Mapping

Omni-Channel Modeler
Experience Optimizer

Experience Recommendation Scoring

CX Maturity Assessment Modeler

Customer Experience Scorecard

CMO to CIO Alignment Mapping
Experience Aligned Heat Map

Capabilities Ranker

Experience Rationalization

Customer Experience Roadmap

Return on Customer Experience

Community

06

07

A pipeline with a kill rate
Every cycle ends in scale, iterate, or stop —
so the portfolio actually clears.

01 Ideas priced before commitment
Value, effort, and gain per engineering week,
on the record before the build.

02 A visible funding line
What is in, what is held at parity, and the
weights that put it there.

03 Innovation in the customer path
Designed as experience first and deployed as
technology second, not the reverse.

04

Gates rehearsed, not survived
Risk shapes the design instead of stopping
the launch at the last approval.

05 Evidence behind every claim
Research base, sample, verbatim cluster —
traceable six months later.

06 Wrong ideas die cheaply
Prototype sprints tested with real customers
against criteria set first.

07 The capability, kept
The experience graph and scoring model
stay with your people when we release.

08


